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Many developers are currently developing object-oriented applications; however, many end up writing a

large amount of code to allow the movement of data back and forth between their objects and a relational

database. In the client/server world we do exploit server-side logic, but to create a useful interface we

often duplicate a great deal of business logic in our front ends.

This session presents a case based on CA-Visual Objects and Jasmine ii that shows that the object model

for data storage has plenty to offer. Lots of things we are currently writing code for in the client/server

world can be totally ignored in a fully object-oriented model. Locking, indices, performance, and

relationships will be addressed; and it will be shown that using a real object-oriented database and

infrastructure like Jasmine ii, which is now readily available, offers some real advantages over traditional

client/server development.

Although CA-Visual Objects is used for writing some of the code, this topic can be easily applied to other
object-oriented development environments.

Introduction

Application developers using ‘traditional’ development tools like CA-Visual Objects and Visual Studio are

used to, and comfortable with Object Orientation in their Toolboxes. These environments usually come

with a rich set of Classes that cater to their development needs. So it comes naturally to start using these

pre-defined Classes and even inherit from them to adapt them to our needs.

However in most cases there still is a lot of work involved when it comes down to databases access. Data

is still stored in legacy databases, or new databases are still created and maintained in legacy database-

systems. Whether it’s a flat-file system like xBase (.dbf’s) or an SQL-database such as Ingres, Oracle or

MS-SQL-Server, a large amount of the work has to do with transferring data from disk to memory and

back again. In many cases this data has to be converted to and from a table-oriented view, relationships
have to be taken into consideration and are the programmer's responsibility.

Using an Object Oriented Architecture and Database is in many of these cases a good solution, or at least

an alternative worthwhile to consider. This session goes into the specifics involved when we take such an

approach and will provide some insight into the considerations you will have to make.

I took the approach of converting an idea I had in mind to build in a client-server approach into a true

Object Oriented design and implementation. This session will be dedicated to demonstrating how I did this

and discuss some of the choices I made.
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Why I Designed the Object-Model the Way I Did?

During the session I will handout the final OO-model, and one or two other options I considered. As a

reference I also include an Entity-relationship model to compare with a more traditional approach.

I sat down with a colleague and talked a lot about the approach I wanted to take. During this we came to a
few conclusion that we would like to use as general rules in our company when we will be designing in the

future. I thought it would be nice to share these rules with you:

� Names tend to be a problem, either to specific, or to generic and conflicting with others, be careful

and let others review your model!

� Try to come up with other examples of subclasses and applications to validate your choices.

� Don’t confuse Objects and Classes!

� Consider what properties are always used, and which aren’t for example DOSale, Customer and

DOShipment. Not in Article-Class but in Order-Class, that has a collection of sold items (articles).

I will go into these rules during my presentation one by one and try to explain what happened to us, and

why we came to these rules.

Traditional (non-OO) approach is application-oriented; OO approach tends to be more open, and taking

other options in account. In a non-OO approach you would usually not consider things you do consider

using OO.

What we came up with are essentially two alternatives.

A: Limited, simpler, consistent and two the point.

B: More Flexible, a Risk to get very complex and implement stuff you don’t need, more

conceptual.

This image outlines the Classes for option A
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And here are the Class structures I created:
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I used the Jasmine studio to create some initial objects to test with:
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The next task was to sit down and write a client application using CA-Visual Objects. Basically you have

two options in such an application, A; Use some kind of dataserver-class to access and cache the data, or

B; Use proxy-objects. CA-Visual Objects supports both models. I choose the latter for its simplicity, ease

of use and low memory requirements.

For example here’s the dialog that can be used to update the ‘Mineral’-objects:

The code written in CA-Visual Objects is actually quite simple. VO has a well-suited Class library for use

with Jasmine.
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The code to fill the listview:

And the code to update the controls when we’ve moved the listview:
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To be complete, here’s the code to save the changed data and or add a new object to the database, and

that’s really all the code I needed for this screen!
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Performance Issues

Before we started this project we had serious concerns about performance. We decided to do some

benchmarking and made some comparisons between Jasmine 2.0, Personal Oracle and SQL-Server. At

the time I wrote this article we didn’t have the results for SQL-Server yet, but these should be available

during CA-World 2000.

First let me say that there seem to be no serious performance problems, the overall performance we are

experiencing is very satisfactory. We did our first test using a Celeron 466 laptop on Windows 2000 with

128Mb of memory and found such a system very workable. In the real world, a Jasmine Server will be

much more powerful so we don’t predict any problems in this area.

We imported some 2048 typical records from our internal customer database and did some searches and

came to the conclusion there’s nothing to worry about.

Here are the results:

Querying Jasmine Secs.

String Exact match 0.41

String 2 Exact matches 0.41

String Wildcard match (string*) 0.42

string 2 Wildcard matches (string*) and (string*) 0.42

String Wildcard match (*string*) 0.66

String 2 Wildcard matches (*string*) and (*string*) 0.81
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We did not use any indices for this, here’s the (VO) code we used:
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We also did some testing for adding and deleting objects.

First adding and deleting in Jasmine:

Records Secs.Append Secs.Delete

2 0,15 0,11

4 0,32 0,15

8 0,6 0,2

16 1,27 0,31

32 2,61 0,56

64 5 1,09

128 9,42 2,11

256 18,16 4,26

512 35,36 8,47

1024 70,66 17,18

2048 96,89 34,07
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And the results for Personal Oracle

Records Append Delete

2 0,05 0,05

4 0,1 0,08

8 0,2 0,13

16 0,46 0,2

32 0,89 0,44

64 2,54 1,3

128 8,04 3,1

256 15,25 3,82

512 40,35 10,64

1024 47,06 11,2

2048 59,35 11,66
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Just like we found in the searches, no real concerns or surprises here either, please consider that we’re
using a beta of Jasmine ii, the real product and compared with personal Oracle (not a real server!).

I will have some more realistic results for you using Jasmine on a Server compared to SQL-Server.
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Some of the extra’s Jasmine ii has to offer:

Architecture:

You don’t always need to convert existing data to the Jasmine database. Using Jasmine ii you can reap

the benefits of an Object Oriented approach in your applications while the data remains stored in a legacy

database. A solution you will appreciate when you can’t afford to rebuild everything at once. The

Infrastructure comes with many providers that will expose your data to an application in an Object-model

while the actual storage is still in the original database system.

This also allows you to structurally implement and thereby enforce business rules in the object-model that

is consistent to all applications using the model.

Tools:

Jasmine ii comes with many powerful tools to model, change and access data in any kind of supported

database (or even file system). For example using the Publisher you can use Jasmine ii to easily publish

data to the web coming from any kind of data storage. In the session I will demonstrate the building of a

static website using this tool as well as an (web) application that interactively uses one of the two

presented OO-models.


