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Introduction

Over the last few years the face of computing has undergone a revolution.

It used to be the case that computers were used mainly for business, and analysts would specify
software requirements. Hardware specifications and purchases were largely determined by the

software needs.

After the analysis was completed.

Today, however, computers continue to plummet in price while at the same time their specification
improves. They have become a major consumer commodity item, and software requirements have

largely been thrown out the door. Or maybe that should be Windows.

Computers today can be had for free.

Or almost free. Just sell your soul to some marketing corporation or agree to sign up for the rest of

your life with a major Internet portal and they will give you a computer. And if it’s not a free
computer, or free dial-up access, it’s now free high-speed cable or ADSL access.

With all of this going on, it comes as little surprise to find that now almost everybody has a computer
of some sort at home. As the consumer hardware purchases are made they are very highly specified,

with items such as large disk drives, high quality video graphics displays, multi-media capabilities and

high-speed modems included as a matter of course.

At the same time as this hardware revolution has been occurring, Internet Service Providers (ISPs)

have been providing access to the Web at flat rates that are, as noted above, free, subject of course to

all the usual fine print. These low access rates have encouraged more people to “surf the net”, and to
do so for longer periods, causing a virtual explosion of the Internet.

Web browser software has continued to become more sophisticated and user friendly. Its capacity to
provide a higher level of services to its end users continues to improve, and today’s Web browser is

able to interact with applications that live at the service provider.
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In turn, these server-side applications may have been written to execute under a variety of host
environments, such as Windows 95/98/NT/2000, Mac, Unix, Linux, etc.  The client scripts that they

generate equally may be viewed on client browsers that are hosted on Windows, Unix, Linux, Mac,

palmtop or handheld client systems.

And we do this for a living??!! Sheesh!

But, given all of the foregoing, what we now have is a situation that has disparate applications running
under disparate environments, but all running together in seemingly perfect harmony.

This environment has provided a window of opportunity to enable a mode of data processing called
Browser / Server Computing. In this mode the server side of the transaction needs to only concern

itself with providing access to the data as required, utilizing the Internet’s Common Gateway Interface

(CGI) for the receipt of requests and provision of responses to those requests.

Conversely, the client software runs a form of Web browser to access the server’s data via the Internet

(or perhaps an intranet), again using the CGI as the means of communicating the transaction.

This provides a simple but relatively effective means of processing data that may be submitted by a

site that may be as close as the next desk, or an inquiry from one that may be as remote as somewhere
on a boat, lost in the South Seas.

Why Browser / Server Computing?

In its simplest form, a Browser / Server topology can be very easy and inexpensive to implement.

Although being simple and inexpensive, it can also be very widely powerful, as data can now be
accessed (if this is a requirement) from virtually anywhere in the world. The use of secure servers

helps to address most security issues that can arise, and today many of the more technically competent

individuals are even hosting their own Web pages and other services from permanently connected
servers located within their own homes!

Obviously, for this to be able to happen there is no need to install a lot of expensive network hardware,

nor to employ hoards of network support personnel. Much of the work and support can be contracted
out to a local ISP, many of whom provide these facilities at a surprisingly low cost.

From the client side all that may be needed is a simple dial-up connection to a local ISP. Beyond that
connection, all of the networking issues are dealt with externally, by whomever administers the local

connection to the Internet.

Of course this ease of setup and access comes at a cost, and the prices of entry here are those of

control and security. I shall address these issues shortly.
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Browser Types

At the client side the basic requirement is for some type of browser to provide the interface between

the end user and your data. A common choice is to create a script using Hypertext Markup Language
(HTML) and to use a commercially available browser, such as the Netscape browser, or Microsoft’s

Internet Explorer.

When security becomes a concern, one could choose to create their own custom browser to use at the

client side. This custom browser would need to be written in a language that will operate on the client-

side environment. For instance, for a Windows 95 or Windows NT client, a custom browser could be
written using CA-Visual Objects.

Creation of a custom browser may provide other advantages besides security. Certain items of data,
such as static data tables, for example, may be better placed on the client side. By using a custom

browser to access your data, it would have inherent knowledge of this local data and would readily be

able to access this.

Types of Servers

Within the data processing industry we have become accustomed to talking about the Client / Server
model, and its associated issues. The delineation between the components is quite clear, and there is

little confusion about what component does what job.

With respect to Browser / Server computing however, this demarcation is less clear. This is because in

order to implement this technology we need to install and use two different types of servers. These

servers are the data server and the Web server.

The Data Server

In our traditional knowledge of the term server, we would expect that a “server” provides us with
access to our data. Within the Browser / Server model, one of our two types of servers performs this

function. It acts as the “back end” for our transaction processing, servicing our users’ needs and

requests as and when they are submitted.

The data server is going to be one of our primary areas of focus today. It is where we do the

processing of data submissions and inquiry requests from our end users. To operate within an Internet-
aware environment our data server must be able to communicate with our Web server in a manner that

is compliant with the Web server.

It must also be capable of being able to be executed within an environment that is able to host our Web
server. For instance, Clipper applications are generally unable to be hosted within a Microsoft IIS Web

server environment.

So typically, our data server will be a small data processing application of some sort, written in a

language that will operate on its host system. Good examples of tools that can provide our data server

functionality here will be Jasmine ii and CA-Visual Objects. Each of these products is designed with
specifically this purpose in mind, and each product can service Web-hosted data requests with ease.
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While Web servers can be hosted within a number of different operating environments, we are
concerned today with those that are Windows-hosted. While Jasmine ii can be hosted on environments

running Windows NT and 2000, CA-Visual Objects offers perhaps additional flexibility in that it can

also be hosted on Windows 95 and 98 environments.

While the flexibility offered here might be better the 95/98 environments themselves are perhaps less

robust than the NT/2000 environments and choices as always need to be made based upon all of the
factors relevant to the business at hand.

Let’s now take a brief look at the construction and components of the environment that we are

discussing.

The Web Server

The Web server is a special application written to process the various network requests that are
received. Having received those requests, its first task is to evaluate and direct the requests to the

appropriate local task that can fulfill the specific request.

This task may be as simple as providing access to a Web page hosted on the server. Or it may require

the loading and execution of a locally hosted application, reading and formatting the results of that

application’s execution, ready for returning the results to the client who requested the processing to
take place.

It provides the external interface to the rest of the world, via the Internet, from your data server
applications.

What it is doing is taking the requests or data submissions that may have been initially prepared on

any unknown environment and then submitted (typically through a browser) and sends those requests
on to our data server application as described above.

As noted above, within a Windows-hosted system this application might be written using Jasmine ii or
CA-Visual Objects.

When the data server has completed its processing of the request, a response needs to be formulated
and returned to the client system. The Web server takes the output from our data server application

and sends it back to the original system from which the inquiry came.

Implementing a Web Server

Implementation of a Web server need not be a difficult or complex process. The level of complexity
will depend upon the specifics of the implementation that you wish to invoke.

Larger organizations will most likely already have in place an extensive network support organization,
and typically today, this will include direct access to the Internet.

Small- to medium-sized business wishing to create a presence on the Web would look to a local ISP to

provide the links into the Internet. In trying to locate a suitable ISP as a host for their clients’ needs, a
Jasmine or CA-Visual Objects developer would need to ensure that the ISP was able to offer support

for the applications that he or she is writing. This would most likely mean that the host services would

be running Windows NT or 2000.
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One elegant solution is where the ISP provides you (or the client) with exclusive use of a computer
attached to their network upon which you may run software of your selection.

With direct and permanent connections becoming more commonplace, frequently now it is becoming
expedient for the business to host their own server and services on a dedicated Web server system.

This allows a great deal of both autonomy and flexibility, and permits users to effectively maintain

complete control of their own Web presence.

In any case, the network solution selected should be capable of providing access to either a Windows

95/98/NT/2000 hosted-server, upon which the developed data server applications, written using

Jasmine ii and / or CA-Visual Objects, for example, would reside.

Implementing a Data Server

This is almost the easy part. The data server will be the back-end processor for your “application”. It is

at this point that a major portion of the processing of your data is likely to occur.

The nature of the input methods dictates simplicity of form, and so despite the fact that the data server

plays such a major role in the implementation of this technology, the demands placed upon it are not

very severe. The type of processing that is performed will be typically of a one-off nature, with just a
few items of data being exchanged at any one time.

Data validation will often be performed at the data server, and on the complete data set submitted. If

the data submitted fails the validation processes, the end user is informed accordingly, and she or he
tries again.

Implementing a Browser

There are several choices available to you for your selection of a browser solution. Commercial

browsers, such as Microsoft’s Internet Explorer or Netscape’s browser are readily available and
inexpensive. They are also quite user friendly and widely known, which makes implementation of a

solution using a commercial browser a relatively painless experience.

Screen layout design is relatively simple within a browser. HTML scripts are easy to deal with and

relatively uncomplicated. They readily lend themselves to a graphical format for which a good

business metaphor can easily be adapted. When a screen is well designed users seem to become very
comfortable with it very quickly.

The open nature of the Internet provides ample scope for flexibility in the design and distribution of

your HTML pages, but at the potential cost of security of your data and screen layout source code. For
example, when a browser such as Netscape is used, it is a very simple matter for the end user to make

a copy of almost everything that is displayed on the screen. This is true of your HTML source, any

images that you have displayed, and any data that may be included within the page’s script.
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If issues such as source code or data security are of concern, you may elect to develop and use a
custom browser. To do this, you might choose to implement the client-side services using a Windows

based front-end development tool such as CA-Visual Objects. One example of how to do this is

provided in the CA-Visual Objects distribution files.

Further, if you have a system which demands the transfer of large volumes of data, you may find that

performance suffers because of the transport medium, unless high-speed connections are always used.

To help alleviate these performance issues, support data which is frequently referred to or relatively

static in nature can be stored locally. A custom browser can then be created which is aware of this

locally stored data. The custom browser can then access both the locally stored data and that data
which needs to be stored centrally in order to service your client-side needs.

The use of tokens to identify incremental version updates to the locally held data will ensure that
timely refreshing of that data can occur with minimal disruption to the operation of the system.

Sample HTML Scripts

To illustrate the inherent simplicity of using the HTML scripting language, here are sample scripts that

will add data to, delete data from, or inquire upon a data server that needs to be accessed via a

commercial Internet browser.  A basic knowledge of the HTML scripting language is assumed.

To illustrate just how simple all of this can really be, in each of these example scripts a DOS

application ListServ.EXE is referred to. This application is a compiled Clipper application, and it

resides in the directory localhost/cgi-dos/ on the Internet server machine. This is actually mapped
to a local directory on a Windows 95 Internet server by the Internet server software.

Please note that this is application doesn’t seem to run under IIS4. Using some other Web servers,

such as O’Reilly’s Website, it does. But this is just for illustrative purposes. A much more effective

implementation would be to write this application using Jasmine ii or CA-Visual Objects as the
underlying data engine, perhaps as an active server page, working through IIS as the Web server.

In this example this application is the data server. It is this application’s name that will be transmitted
to the Internet server by the browser. The Internet server will then load and execute this application.
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Adding a data record to a database.

This script will interact with the data server and add a record to the database.

<html>
<head>

<title>The Mailing List</title>
</head>

<body>

<center>
<font COLOR="#FF0000"><h1><b>
Subscribe to the Mailing List

</b></h1></font>
</center>

<center>
<i>
<a HREF="mailto:gstark@RedbacksWeb.com">

gstark@RedbacksWeb.com</a>
</i>

</center>

<br>
<hr>
<h4><font COLOR="#FF0000">

Add yourself to my mailing list
</font></h4></ul>

All data fields must be completed<br>

<FORM method=POST action="http://localhost/cgi-dos/listserv.exe">

<INPUT TYPE=hidden NAME=CGI_PATH VALUE="J:\Work\CGI">

<INPUT TYPE=hidden NAME=CGI_TOKEN VALUE="ADD">

<INPUT TYPE=Hidden Name=ListName VALUE="MyList"><br>

<Pre>
First Name <INPUT Name=Fname size=20 maxlength=20 VALUE="">

Last Name <INPUT Name=Lname size=20 maxlength=20 VALUE="">

Email Address <INPUT Name=Email size=40 maxlength=40 VALUE="">

Phone # <INPUT Name=Phone size=15 maxlength=15 VALUE="">

Fax # <INPUT Name=Fax size=15 maxlength=15 VALUE="">

City <INPUT Name=City size=20 maxlength=20 VALUE="">

State <INPUT Name=State size=3 maxlength=3 VALUE="">

Zip <INPUT Name=Zip size=10 maxlength=10 VALUE="">

<INPUT TYPE=submit VALUE=Submit> <INPUT TYPE=reset VALUE=clear>
<br>
</Pre>
</FORM>

<br>
</body>

</html>
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In this script the form sets out a number of input fields which the end user is required to complete.
Upon entry of data in these fields, the user pushes the “submit” button and the data is submitted to the

Internet server for processing. In turn, the Internet server loads the requested data server application

and passes the data entered by the end user to that application.

Note that within the HTML script there is an identifier known as “CGI_TOKEN_VALUE”. In these

examples this token is used by the data server application to determine the type of processing that it is

required to perform. In this first example the value of this token is set to “ADD”, and the action
required to be taken by the data server application is to add a record to the database.

The data server application parses the data and validates it as required, and then returns output back to
the Internet server which in turn sends a new HTML script page to the end user’s browser where the

results of the processing are displayed.

But…

The key point here is not necessarily how this is handled at the back end. What we have, if you look

closely, is a simple script that defines the interface that the user will see.  I think that this is important,
so I’ll say it again.

What we have is a simple script that defines the interface that the user will see.

No need to paint things in a GUI environment or complex IDE. No GUI environment or IDE to even

bother about learning. Just a few simple script commands and you have the front end that your users
will interface with.

But wait! There’s more!

Within the more traditional application development environments, we have become accustomed to

development of applications that will operate within a somewhat closed environment. This might be,

for instance, as a local, single-user system, or perhaps developing multi-user applications on a closed
LAN.

With the development of applications within the context of the Internet and intranets, the scope within

which our applications have visibility is greatly expanded. They may still, of course, only be accessed
by a local single user, or they may be utilized throughout an organization’s intranet.

But it is also quite likely that they may be accessed on a more global scope. Web-based banking and
shopping applications are typical examples of this type of usage. We’ve probably all seen shopping

applications, but the banking is perhaps a little more interesting. I can – and do – conduct my

Australian banking via the Internet while I’m travelling in the US, and I can – and do – conduct my
US banking via the Internet while I’m in Sydney.

A further example can be taken from the people who manage the Internet domain names themselves,

Internic. Most of the transactions on their site are automated and use pretty much the type of scenarios
I’m referring to here. The tools may vary, but the underlying principals remain the same.

So our applications today can be truly global; what we need is to understand the tools and mechanisms
to be able to implement them. But I digress.
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Delete A Record From The Database

Getting back to our original example, let’s now examine a script which interacts with the data server to

delete a record from the database.

<html>
<head>

<title>The Mailing List</title>
</head>

<body>

<center>
<font COLOR="#FF0000"><h1><b>
Delete yourself from the Mailing List

</b></h1></font>
</center>

<center>
<i>
<a HREF="mailto:gstark@dfwmm.net">

gstark@dfwmm.net</a>
</i>

</center>

<br>
<hr>
<h4>
<font COLOR="#FF0000">
Remove yourself from my mailing list
</font></h4></ul>

All data fields must be completed<br>

<FORM method=POST action="http://localhost/cgi-dos/listserv.exe">

<INPUT TYPE=hidden NAME=CGI_PATH VALUE="J:\Work\CGI">

<INPUT TYPE=hidden NAME=CGI_TOKEN VALUE="DELETE">

<INPUT TYPE=Hidden Name=ListName VALUE="MyList"><br>

<Pre>

First Name <INPUT Name=Fname size=20 maxlength=20 VALUE="">

Last Name <INPUT Name=Lname size=20 maxlength=20 VALUE="">

Email Address <INPUT Name=Email size=40 maxlength=40 VALUE="">

<INPUT TYPE=submit VALUE=Submit> <INPUT TYPE=reset VALUE=clear>
<br>
</Pre>
</Form>

<br>
</body>

</html>
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In this script the form again sets out some input fields which the end user is required to complete, and
again the end user is required to push the “submit” button to send the data to the Internet server.

Again, we’re using a simple Web browser as the means of providing our user interface and, of course,

the HTML script communicates with our Web server, which in turn communicates with our back-end
data server to get the data transactions completed.

The basic processes are identical to the first example, but in this case the token passed to the data

server is “DELETE”. This signals the data server that the action it is required to take is to delete the
specified record, and the code in the data server application should act accordingly.

Again, to complete the transaction the data server then returns output back to the Internet server,
which in turn sends a new HTML script page to the end user’s browser where the results of the

processing may be displayed.

It’s important to understand at this point that I’m using some pretty primitive methods here to illustrate

my points. Given more up-to-date methodologies, such as direct interaction between your Jasmine ii

data sources and the Web server, these sorts of tasks become very easy to implement and deploy.

Sample Application Source Code

The application referred to in the HTML scripts above was ListServ.EXE. For simplicity I have
created it as a DOS application, written in Clipper. There is an application with similar  functionality

written in CA-Visual Objects, and a third application, demonstrating the same techniques with CA-

Visual Objects and Jasmine ii. The source code for these applications is on my Website,
http://www.RedbacksWeb.com/World2000.

What I hope may be becoming obvious to you is the underlying nature of what is happening here.

Instead of writing custom client-side applications, with custom screens and custom interfaces, having
to always hope and pray that our users are using the current version, all we need to write with is

nothing more than a Web browser. A Web browser is nothing more than an HTML script. All we are

doing is simply processing the data as needed, using an appropriate tool, and writing a text string in

the layout needed by a browser to display it. That browser already knows how to display our output,
and what’s more, it also knows how to gather our input and transmit it, via a network, to our server.

The client and servers might be on the same physical computer, or they might be located halfway
around the world from one another.

And today, they need not even be tied to a desktop even. Consider the PalmVII, for instance, with its
radio interface to the Web. Consider now that cool Web shopping application that you want to write

using Jasmine ii. I could perhaps be in my car, in Sydney, surfing your Jasmine ii powered site from

my Palm VII, and ordering that new whatever it is that I need to buy.

http://www.redbacksweb.com/World2000
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To digress once more, I’m reminded of an ad on Sydney television for a washing machine. They’re
asking the viewer to imagine that their washing machine is so smart that it can order the detergent it

needs, and arrange for its delivery directly to the machine. I think that they then go on to point out

some more practical features of the machine, but finish by saying that the detergent ordering
technology isn’t quite finished yet.

This actually puzzles me. Well, not really, as it’s really just marketing hype. But I can’t really see why

this can’t be implemented today. Think about the problems that this entails: a semi-smart washing
machine with a small LCD screen that could be browser-enabled, coupled with a link up to a phone

line to facilitate its ordering process. Perhaps an encoded 1-800 number from which the ordering could

be done?

Some unique identifier to determine who the client washing machine is and where it lives. A smart

card could work here, perhaps in lieu of a cookie.

And at the sales center, a simple Jasmine ii application to accept and process the orders.

Let’s take this concept even further. My coffee machine needs more coffee. Actually, it’s me that
needs the coffee, but I think you get the picture. My coffee grinder could do my ordering for me here.

Or even my washing machine.

Taking this now from the flippant to the serious, what about the elderly who need medications? Why

should we not have a small device, say Windows CE- or Palm OS-enabled, with an embedded browser
to provide a simplified system to assist them to manage their medication dosages and supply?

One of the projects I’m working on right now involves the processing of orders of lenses by optometry
practices on behalf of their clients. It is envisaged that by the end of the calendar year the Web will be

used as one of the primary modes of transport of this commercial order data.
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Hooking It All Together

The Obvious

You and your clients will need to have connections to the Internet (or your own intranet) for both the

server and the client ends of your application. Clients might choose to host this themselves, or they

might request services from a provider. This may be either directly or through the use of a local ISP.

Your Internet server software must be able to support the running of CGI applications that have been

written in your chosen application development environment, which for the purposes of this discussion

would most likely be either Jasmine ii under NT or Win2K, or a CA-Visual Objects application
running under Windows 95, 98, NT, or 2000.

If you are providing a custom browser, then your client- side environment must also be one which
supports the application development environment under which you have developed this custom

browser. Again this would be Windows 95, 98, NT or 2000 if you have developed your browser using

CA-Visual Objects.

If you are using a commercial browser, then you need to ensure that your end users have an

environment that is compatible with the browser selected, and that they are familiar with its use. You
may need to provide some setup services, so that upon launching the browser it goes directly to your

selected “home page” from where the processing of your data inquiries may commence.

The Not So Obvious

Having gone to all of this trouble to set up an Internet server to provide a means of accessing your

application, a data server to service client requests for data, and a client browser to provide those
requests for data services to the data server is rather a waste of time if you do not address the means by

which your data and Internet servers are going to communicate with each other. Each of the Internet

servers available will have its own specific requirements that will determine how this is to be done,

and you will need to examine the documentation for your selected browser in order to ensure that you
are implementing the correct method for it.

The means of communication between the Internet server and your data server may also be affected
somewhat by your choice of development environment for your data server, too. For example, an

application that has been developed using CA-Visual Objects will be executing as a Windows 95, 98,

NT, or 2000 application, but a Jasmine ii application must be executed under NT. It’s obviously not
good to write a Jasmine ii application if you don’t have access to NT services; and therefore, when

you are developing the data server side of your application, the needs of the target Internet server need

to be kept in mind, and written for.

And your target browser needs to be kept in mind, too. Don’t write HTML script for a 1024 by 768

display if you expect your target users to be accessing your pages on a 200 by 300 palmtop device!
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Conclusion

The use of Browser / Server technology represents an inexpensive and easy means of implementing a

method of providing clients and/or remote sites access to your data over a very wide geographical

area. At the minimum, implementation simply requires that those who need access to you data merely

need to have access to the Internet, and your server only needs to have a method of providing
responses to their requests for your data.

At the other end of the scale, you could set up your own Internet hosting facilities, with full access to
the Web from within your site, as well as providing access to your site for external visitors who may

need occasional or frequent access to your resources.

Within the broad scope of this range you can provide access to data that resides within your (or your

clients’) systems, using an easy to implement and economical form of technology that is viewed by

many as being cool, if not state-of-the art. In so doing you can make your applications present a
friendly but functional interface to their users.
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